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1 Introduction

1.1 Preface

In this report we examine the feasibility of inferring the internal geometry of
an object based on passive measurements of the radiation emitted by that ob-
ject. The approach taken in this paper is one designed to produce the radiation
source density as well as the attenuation of the materials making up the object,
herein referred to as f and a respectively. We refer to this problem, of recover-
ing a and f from radiation measurements, as radiation tomography. The work
is motivated by the need to determine the internal structure of devices contain-
ing radioactive material entirely from passive measurements for the inspection
requirements associated with the enforcement of potential nuclear arms treaties.

Radiation tomography which has been studied in the past in the context
of the so-called “identification problem” in single positron emission computed
tomography (SPECT), which is a medical imaging modality. In this report the
SPECT problem is treated as an inverse problem with the forward map given by
the Attenuated Radon Transform (AtRT), which will be introduced in section
2. For a fixed attenuation, there is an explicit inversion formula for the AtRT
discovered by Novikov in 2002 [5]. This shows that if the attenuation is known,
then the source density is uniquely determined by the emitted radiation. In this
report we do not use the formula of Novikov, but instead discretise the AtRT
for given attenuation. We then invert the discretised problem using matrix
techniques, and confirm numerically with figure 5 in section 4 the result from
Novikov that the source density is uniquely determined if the attenuation is
known.

However, we are primarily interested in the case when the attenuation is
unknown. The simultaneous recovery of both the source density, f , and atten-
uation, a, of the object in radiation tomography is a challenging ill-posed and
non-linear problem. Indeed, the recovery of both f and a from the AtRT is
formally underdetermined, and in fact, there are examples in the literature of
non-uniqueness for the problem of recovering both from the AtRT when there is
spherical symmetry (see the example on page 1440 in [3]). That is to say, there
are explicit examples of different source density and attenuation pairs which
give rise to the same AtRT. The practical consequence is that without further
hypotheses, the AtRT is not sufficient to reconstruct both f and a. In the
present work we have demonstrated numerically in figure 4 that reconstructions
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of f may contain features of the attenuation a, and vice versa. We refer to
these types of artifacts which occur in reconstructions as cross-talk. An area of
interest which is of significance is when cross-talk effects can be minimised.

In [2], the problem has also been tackled using emission data from both
ballistic and single-scattered particles. It is shown in [2], that, under certain
additional hypotheses, including isotropic scattering, the inclusion of single-
scattered data allows theoretical recovery of both attenuation and source den-
sity, and dramatically improves numerical reconstruction including elimination
of cross-talk effects.

To simplify the computations and allow the completion of this pilot project
within the allotted time frame we have considered only the two dimensional case,
but there are no major hurdles (aside from increased computational demands)
to an extension to three dimensions.

The rest of the paper is organised in the following manner. In section 2 we
will introduce the transforms which play an important role in the continuous
forward problem and discuss the transport equation. We will then derive and
discuss our discrete version of the AtRT and transform the whole problem from
an integral problem to a matrix equation before defining an objective function
which will be minimised using a gradient descent method. In section 3 we begin
by calculating the discrete derivatives of the objective function with respect
to both a and f , then discuss the approach in [1] which we utilise to produce
an iterative process to recreate a and f . Section 4 will contain a step-by-
step breakdown of the algorithm as well as examples of the scheme applied to
synthetic data.

There are a few natural extensions. We could modify the system to allow
data from scattering to be included or regularization could be added to smooth
out some artifacts that are created due to cross-talk, or to enforce a priori
knowledge of the attenuation (for example that it can only take certain values).
Perhaps the most interesting extension would be to code the algorithm on a
graphics processing unit (GPU) as our current implementation makes heavy
use of parallel computing and this would give a considerable speed-up. This is
discussed further at the end of section 4

1.2 Literature review

The problem of emission tomography with known or unknown attenuation has
a long history, and as mentioned in the introduction has a major application in
SPECT. We do not attempt to mention all the various publications on the topic,
but direct the interested reader to the survey article [3], and the references given
there.

We will review in more detail some recent results mentioned in the introduc-
tion. First we consider [4], which is primarily a numerical work with theoretical
basis given by [6]. The approach taken in [4] is to consider the transport equa-
tion (4) for the forward model, and to linearise near some (a, f) by considering
a small perturbation (∂a, ∂f), thus producing a linearised weighted X-ray trans-
form, ∂Xa, acting on (∂a, ∂f). There is then study taken into the microlocal
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properties of the operator ∂Xa in order to decipher when and under what condi-
tions recovery of the wavefront set of (∂a, ∂f) is possible. This is an important
result since the wavefront set of ∂a or ∂f corresponds to sharp features in the
reconstruction of a or f . If recovery of the wavefront set is not possible, it is
highly likely that numerical methods will fail, or there will be large irremovable
artifacts in the reconstructed images.

Using the method in [6], the linearised problem can be reformulated as a two-
by-two pseudodifferential system for (∂a, ∂f) which has principal part given by,(

−e−Dau e−Da

−e−JDaJu e−JBa

)
evaluated at (x, ξ⊥/|ξ|) where ξ⊥ is the vector ξ rotated anti-clockwise by π/2, u
solves the transport equation given in (4) and Ju(x, θ) := (x,−θ). Recovery of
the wavefront set, as studied in [6] and [4], is based on ellipticity of this system,
which requires that the determinant of the principal part given above is not
0. Zeros of the determinant are the “instability directions” in which one would
expect unstable recovery of a and f . In fact, these instability directions always
occur, but it is shown that under certain non-trapping Hamiltonian conditions
on a and f , the pseudodifferential system is hypoelliptic and so the wavefront
sets of both ∂a and ∂f can be recovered. This, combined with the additional
constraint that supp(a) is pseudoconvex, leads to a result on uniqueness and a
stability estimate of the conditional Hölder type. In section 4 we have examples
for which the uniqueness condition obtained for a and f in [4] fails, and is
evidenced in the divergence shown for example in figure 3.

An interesting approach taken in [2] is to also consider the single-scattered
emission data as well as the ballistic data. This requires adding a scattering
kernel to the transport equation for the radiation flux u,

θ · ∇xu(x, θ) + aT (x, θ)u(x, θ) = f(x) +

∫
S1
σ(x, θ, θ

′
)u(x, θ′)dθ

′

x ∈ R2, θ ∈ S1,

(1)

where σ(x, θ, θ
′
) is the scattering kernel that gives the distribution according to

which particles at the spatial point x ∈ R2, coming from direction θ′ ∈ S1, are
scattered in the direction θ ∈ S1. Note here also that aT represents the total
attenuation and is given by

aT (x, θ) = a(x) +

∫
S1
σ(x, θ, θ

′
) dθ′.

This additional term allows for the lost radiation which is scattered away from
its original direction. In [2], it is further assumed that the scattering is isotropic,
and proportional to the attenuation so that in fact

σ(x, θ, θ′) =
C

2π
a(x)
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for some constant C. This may be a reasonable assumption in SPECT, but
may not be satisfactory for other emission tomography applications such as for
nuclear devices.

Considering u(x, θ) as a sum of individual fluxes which correspond to radi-
ation that has been scattered i times (i.e u(x, θ) =

∑∞
i ui(x, θ)) the scattered

transport equation (1) can be split up into equations for each individual con-
tribution to the total flux. In [2], both u0(x, θ) and u1(x, θ) are considered (i.e
the ballistic and single-scattered particles). Under the conditions previously
described we have that

u0(x, θ) =

∫ 0

−∞
f(x+ tθ)e−

∫ 0
t
aT (x+sθ)dsdt,

u1(x, θ) = C

∫ 0

−∞
aT (x+ tθ)

(∫
S1
u0(x+ tθ, θ

′
)dθ

′
)
e−

∫ 0
t
aT (x+sθ)dsdt.

The forward problem is then formulated using the so-called Albedo operator A
which maps (aT , f) to the ballistic and single-scattered fluxes, respectively u0

and u1, pointing outward on the boundary of the object, assuming additionally
that there is no radiation passing into the object from outside. In [2], it is shown
that the Frechet derivative of A is invertible, and local invertibility results for
the (non-linear) map A are found as a consequence. Newton’s method is then
applied to invert A, and the results are shown to be much improved over the
case when only ballistic particles are considered.

2 The mathematical model

2.1 Basic Definitions

Throughout the paper we will consider only the two dimensional case. The
attenuation of the object will be modeled as a function a : R2 −→ R, and
similarly the radiation source density will be modeled as f : R2 −→ R.

In order to describe the mathematical model behind the numerical method
we must first make a few important definitions. For convenience throughout this
paper we shall define S1 = {θ ∈ R2 : |θ| = 1} to be the set of all directions in R2,
and for θ = (θ1, θ2) ∈ S1, θ1, θ2 ∈ R let θ⊥ = (−θ2, θ1) be its π

2 counterclockwise
rotation. We now define the basic mathematical transforms which we will use.

Definition 1 (The Beam Transform)

Da(x, θ) =

∫ ∞
0

a(x+ tθ) dt. (2)

Here x ∈ R2 is a arbitrary starting point and θ is a direction of travel such that
θ ∈ S1. So this transform represents the total attenuation over a ray. Later on
we shall replace x for sθ⊥ in order to make use of our parametrisation of all
lines in R2 by the pair (s, θ)
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Figure 1: The lines are parametrised by the distance from the origin s, and
the tangent vector θ. This is slightly different than some authors who use
(s, θ⊥). Note that for the attenuated Radon transform, unlike the usual Radon
transform, Raf(s,−θ) 6= Raf(s, θ).

Definition 2 (The Attenuated Radon Transform (AtRT))

Raf(s, θ) =

∫ ∞
−∞

f(sθ⊥ + tθ)e−Da(sθ⊥+tθ,θ) dt. (3)

The radiation measured outside the object along the line parametrised by the
distance from the origin s and tangent vector θ is given by Raf (see figure 1).
It is clear to see that if there is no attenuation, i.e a ≡ 0, then we recover the
Radon Transform.

2.2 The transport equation

For simplicity we consider the object in question to be contained in the unit
square [−1, 1]2. In particular, we assume that a and f have support contained
in a set Ω ⊂ [−1, 1]2. In order to state the forward transport problem we must
make two new definitions which make the statement of boundary conditions
easier and more compact. Using the notation that ∂Ω is the boundary of the
object and n is the unit outward pointing normal,

Γ± = {(x, θ) ∈ ∂Ω× S1 | ± θ · n(x) ≥ 0}

Then in general terms Γ+ represents the outward pointing directions at ∂Ω, and
Γ− the inward pointing directions.

We will begin by looking at the continuous problem and then look at our
discretised version. The important equation at work here is the transport equa-
tion. Let u(x, θ) represent the flux of particles at point x moving in direction
θ. Then u(x, θ) solves the well-posed transport equation given by,

(θ · ∇+ a(x))u(x, θ) = f(x)

0 = u|Γ−
(4)

The differential equation in (4) is the Beer-Lambert law expressing the fact
that radiation traveling in the direction θ is increased according to the source
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density f , and is decreased by the attenuation a. The boundary condition
at Γ− is expressing the fact that no radiation is entering the object from the
outside. Note that this equation is in keeping with our assumption that the we
are only dealing with ballistic data. Compare this with the more general (1)
which includes scattering of radiation.

Our forward model is then provided by (a, f) 7→ u(x, θ)|Γ+ = d where d is
the emitted radiation which we consider to be our data. We can check that if u
is the solution of (4), then

d = u(x, θ)|Γ+ = Raf(x · θ⊥, θ),

and so the AtRT provides the forward model.
The numerical approach considered in [4] is to linearise this (continuous)

problem about some (a, f), and then apply an adjoint state method. This
contrasts with our approach, described in the next section, in which we first
discretise Raf , and then apply a finite dimensional optimisation strategy to an
appropriate variational problem.

2.3 Discrete version

The approach taken in both [2] in [4] is one in which the continuous forward
problem is considered and then this problem is differentiated w.r.t both a and
f , and then the resulting Fréchet derivatives are discretised. We have taken an
alternative approach in which we first discretise the AtRT, and then differentiate
w.r.t to the discretisations of a and f

To discretise the AtRT transform we apply a collocation method assuming
that f and a are constant on each pixel, and then computing the transform
exactly for such piecewise constant functions. We split the two-dimensional
region of interest into a grid created by vertical and horizontal lines spaced
dx = 0.01 apart, and refer to the boxes in the grid as pixels. The pixels are
ordered lexicographically from the top left to bottom right. In practise a and
f are given as matrices, with entries corresponding to the constant values in
each pixel, and then transformed into column vectors with the i-th entry in the
vector representing the entry in the matrix corresponding to the i-th pixel.

Given a specific oriented ray, given by (s, θ) as shown in figures 1 or 2, we
denote by P the list of pixels this ray passes through in the order that they
are passed according to the orientation given by θ. We will suppose that there
are N such pixels. If the ray is parametrised with unit speed by t, let K be
the ordered set of t values which lead to an intersection with a line in the grid
and let IT be the set of distances between this ordered set of t values (i.e. the
lengths of the segments of the ray contained in each passed pixel). Figure 2 is
included below to illustrate the ideas on a small four-by-four grid, although in
practice we use grids on the order of 200-by-200. With this notation we have

Raf(s, θ) =

N∑
i=1

∫ K(i+1)

K(i)

f(sθ⊥ + tθ)e−Da(sθ⊥+tθ,θ)dt. (5)
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Figure 2: Example of ray passing through the grid, here the ray passes through
pixels 7, 8, 9, 10, 11 and 13. This would correspond to the ordered pixel set P
being {13, 9, 10, 11, 7, 8}. The number of pixels passed, N , would be 6.

Direction of travel

IT(1)

IT(2)

IT(3)

IT(4)

IT(5)

IT(6)
Ω

θ

s

1

K(3)

K(2)

K(1)

K(7)

K(6)

K(5)

K(4)

It is simple enough to compute the Beam transform for our discretised transform
when we consider a to be piecewise constant over the pixels (and equal to zero
outside of the region of interest). Indeed, for t ∈ [K(N),K(N + 1)] we have

Da(sθ⊥ + tθ, θ) =

∫ K(N+1)−t

0

aP (N) dτ = aP (N)(K(N + 1)− t)

Which plugging this information into (5) for the last pixel in the list we have,∫ K(N+1)

K(N)

f(sθ⊥ + tθ)e−Da(sθ⊥+tθ,θ) dt =

∫ K(N+1)

K(N)

fP (N)e
−aP (N)(K(N+1)−t) dt

= fP (N)
1− eIT (N)aP (N)

aP (N)

(6)

This form is not appropriate for recovering the attenuation since we have a
significant issue when aP (N) = 0, despite the fact that recovery of f with no
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attenuation is an easier problem then the one we are addressing, and is well
documented. So we need to take some sort of limit in order to deal with these
cases. It turns out that with a little algebraic manipulation that we can rewrite
(6) as,

fP (N)IT (N)e−
IT (N)aP (N)

2 sinhc

(
IT (N)aP (N)

2

)
, (7)

where we define, in an analogous way to the sinc function,

sinhc(z) =

{
sinh(z)
z z 6= 0

1 z = 0

This is a more useable form since we can use built-in functions, for example in
MATLAB, to calculate sinhc accurately, and so the issue which occurred with
very small attenuation has been avoided.

Next, we can build up the exponentiated Beam transform in (5) by simply
stepping into the previous pixels and using what we have already computed
in (7) to give the overall exponentiated beam transform. Indeed, for the ith
summand in (5), 1 ≤ i < N , we get∫ K(i+1)

K(i)

f(sθ⊥ + tθ)e−Da(sθ⊥+tθ,θ) dt =

fP (i)IT (i)e−
IT (i)aP (i)

2 sinhc

(
IT (i)aP (i)

2

) N∏
j=i+1

e−IT (j)aP (j)

If we set S(N) = 1 and S(j − 1) = S(j)e−IT (j)aP (j) , then we can apply the
previous formula to rewrite (5) as

Raf(s, θ) =

N∑
i=1

fP (i)IT (i)e−
IT (i)aP (i)

2 sinhc

(
IT (i)aP (i)

2

)
S(i). (8)

This is the form that we will work with. We will be differentiating this formula
with respect to attenuation for our algorithm which will be discussed further in
the next section.

Now, when an object is scanned we can record the data, i.e the actual ra-
diation data, and the pair (s, θ) which gave rise to that data point then we get
a collection of ordered pairs (s, θ), and so we get many sums of the same type
as (8). This means we can recast the discretised forward problem as a matrix
equation of the form

Raf = RADaf (9)

Where RADa is a sparse matrix whose rows represent the data gathered from
an individual ray. The discretised inverse problem is then to find a and f from
the equation

d = RADaf. (10)

8



To do this we consider the following objective function

J (a, f) = ‖RADaf − d‖22 = 〈RADaf − d,RADaf − d〉 (11)

where || · ||2 is the standard 2-norm in Euclidean space. We make progress by
following the negative gradient direction of this objective function in each step
of our algorithm, alternating between f and a at each iteration. A possible
extension to this research would be to add a small regulariser to the objective
function, possibly of the form λ(||f ||22

+ ||a||22
) or λ(||∇f ||22

+ ||∇a||22
), in

order to reduce artifacts in the reconstruction.

3 Descent directions

We use a steepest descent algorithm, and so make use of the derivative of J
with respect to both f and a. Since J is linear in f , the derivative with respect
to f is easy to compute. We can consider a small perturbation of f ,say ∂f .
Then

J (a, f + ∂f) = ‖RADa(f + ∂f)− d‖22
= 〈RADa(f + ∂f)− d,RADa(f + ∂f)− d〉
= J (a, f) + 2〈RADaf − d,RADa∂f〉

+ 〈RADa∂f,RADa∂f〉.

We are interested in the terms which are linear in ∂f which leaves just the
second term in the expansion above. We can recast the second term in terms of
linear operator acting on ∂f by use of the transpose since

〈RADaf − d,RADa∂f〉 = 〈RADT
a (RADaf − d), ∂f〉

This shows that

df := ∇fJ (a, f) = RADT
a (RADaf − d). (12)

In our gradient descent method, for each iteration in which we modify f we
move in the direction −df , thus giving for an arbitrary iteration

fl+1 = fl − αl df.

The step size αl is found by an exact line search which gives in this case

αl =
‖df‖22
‖Radf‖22

.

Next, since the problem is not linear with respect to attenuation, finding the
derivative of the objective function with respect to a is a much more compu-
tationally intensive problem. Our strategy is to write the contributions to the
derivative of J from each particular line, and then take the sum over all the
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lines scanned in order to calculate the overall derivative. To begin doing this,
note that

da := ∇aJ (a, f) = 2

〈
∂RADa

∂al
f,RADaf − d

〉
(13)

To simplify this expression we set h = RADaf − d, and refer to the value of h
corresponding to the i-th ray as hi. As in the last section, let P be the ordered
set of pixels that this ray passes through with the orientation given by θ, and
let IT be the set of lengths of the intersections with each of these pixels. Also,
let N be the number of the pixels that the line passes through. Then, according
to (8), we have

(RADaf)i =

N∑
j=1

fP (j)IT (j)e−
IT (j)aP (j)

2 sinhc

(
IT (j)aP (j)

2

)
S(j)

where S(j) is defined just above (8). To simplify the notation further we intro-
duce

gj = e−
IT (j)aP (j)

2 sinhc

(
IT (j)aP (j)

2

)
S(j).

Noting that

S(j) = e−
∑N

k=j+1 IT (k)aP (k) ,

we can calculate the derivative with respect to the attenuation as

∂(RADaf)i
∂aP (l)

=
fP (l)IT (l)2

2

(
−gl + S(l)e−

IT (l)aP (l)
2 sinhc′

(
IT (l)aP (l)

2

))

−
l−1∑
j=1

fP (j)IT (j)IT (l)gj .

In a similar issue to one faced earlier with the sinhc function, we must be able
to evaluate the derivative sinhc′. To handle this problem we replace sinhc′ with
the first two terms of its Taylor series. This is a valid approach provided that
the attenuation in any pixel is ≤ 200 (for further details please see appendix),
and gives

sinhc′
(
IT (l)aP (l)

2

)
'
(
IT (l)aP (l)

6
+

(IT (l)aP (l))
3

240

)
(14)

Replacing sinhc′ with the formula in (14) we find that the contribution to daP (l)
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from the i-th ray is given by

daiP (l) := 2
∂(RADaf)i
∂aP (l)

hi

= hi

(
fP (l)IT (l)2

(
− gl + S(l)e−

IT (l)aP (l)
2

(
IT (l)aP (l)

6
+

(IT (l)aP (l))
3

240

))

− 2

l−1∑
j=1

fP (j)IT (j)IT (l)gj

)
.

(15)

For the pixels indexed by k /∈ P , the contribution to dak from the i-th line is
zero, and so we also set daik = 0 for k /∈ P . Then we can finally compute da by
summing over all the lines

da =
∑
i

dai (16)

Iterations in which we modify the attenuation are therefore computed as

al+1 = al − α da

where the step-size α is found by using the Barzilai-Borwein method with a
backtracking line search (see [1]).

4 The numerical method

4.1 A few initial remarks

In the following reconstructions the resolution of the grid is 0.01 and is spread
over the unit square. We have used synthetic data computed on a grid with 1.7
times the resolution of the reconstruction grid to avoid committing an inverse
crime. In this section there are examples of recovery of a with known f , f
with known a ,and finally recovery of both with both unknown. The method
is ran for a total of 9 iterations in all reconstructions as this provides suitable
convergence. In all the following reconstructions the method completes within
5 minutes on a standard laptop computer running on four cores.

4.2 Description of the method

• Step 1. Given emission data and an initial guess for a0 attenuation. f0 is
computed by the least squares method.

• Step 2. The data and the newly computed f0 are used to update the at-
tenuation, by gradient descent on the objective function J . See equations
(15) and (16) and the surrounding remarks.
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Figure 3: Here the top row gives a and the bottom row gives f . The first column
is the actual a and f , the other two columns are results from two different initial
guesses for a0. In the second column a0 = 0.5, while in the second a0 = 0.75.
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• Step 3. The updated attenuation is used in a similar manner to update
the source density using a gradient descent step on J . See equation (12)
and the following remarks.

• Step 4. Steps 2 and 3 are repeated until J is sufficiently small.

Step 3 makes use of the Barzalai-Borwein method [1] to make sure that the
steps taken in our backtracking line search are sufficiently large to cause effective
reduction in the objective function.

4.3 Discussion of numerical results

In this section we show five numerical examples in figures 3 through 7, and
provide discussion of each example. In figures 3 through 5 the top row shows
the attenuation, the bottom row shows the source density, and the first column
gives the target images. The second two columns give reconstructions made
using initial a0 as indicated in the captions. Figures 6 and 7 provide examples
of reconstructing a with known f and f with known a respectively.

In the reconstructions shown in figure 3 there are some oscillatory artifacts
present. These could be reduced by the addition of some regularization applied
to our objective function J , which was mentioned at the end of section 2. This
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Figure 4: Here the top row gives a and bottom f . The first column gives the
actual a and f and the other columns are the results produced from two different
initial guesses for a0. In the second column a0 = 1, while in the second a0 = 0.
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figure is also an example of the nonuniqueness of (a, f) when (a, f) are radial
as discussed in [4]. This issue of nonuniquess can, in part, be dealt with by
making a good initial assumption of the attenuation. The second column was
computed with an initial guess of constant a0 = 0.5 and the third column with
constant a0 = 0.75. The dependence of the result on the initial guess of the
attenuation demonstrates the nonuniqueness, indicating that in general we must
include some additional information to achieve satisfactory results.

Figure 4 gives another example of the cross-talk effects during reconstruction
of a and f . The second column was produced with initial guess of a0 = 1 over
the whole grid, which is considered a bad initial guess since the background
attenuation is 0. Reconstructing with a good initial guess of a0 = 0 to match
the background attenuation gives a better reconstruction but there are still some
blurring effects in the attenuation. The f in the latter case is recovered with a
good deal of accuracy.

Figure 5 is a demonstration of the recovery of more complicated f . Here the
f used is a modified Shepp-Logan phantom and the attenuation was chosen to
be a simple circle. The nonuniqueness result discussed in [4], and demonstrated
already in figure 3, states that for any radial pair (a, f), there is some f1 such
that Raf = R0f1, where R0f1 is the regular Radon transform of f1. Figure
5 shows this phenomenon also occurs for non-radial examples in the second
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Figure 5: Here the top row gives a and bottom f . The first column gives the
actual a and f and the other columns are the results produced from 2 different
initial guesses.
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Figure 6: Here the top row gives a and the bottom the actual f . The first
column is the actual a and the other two are results produced using different
initial guesses and using the f below. In the second column a0 = 0 and in the
third a0 = 0.5.
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column where the initial guess is a0 = 0. The resulting f experiences cross-talk
which is clearly visible in the reconstruction as a darker circle in the centre of the
image in the same position as the actual attenuation, while the reconstructed
attenuation is a = 0. Once again making a “better” guess a0 = 0.5 produces a
non-zero result for a as shown in the second column, but there is still a significant
amount of cross-talk produced.

Figure 6 shows the capabilities of the method to recover a when f is known.
This is included as other methods in use are capable of doing this calculation
already. The first reconstruction comes from an initial guess of a0 = 0, once
again to match the background attenuation. The third column gives the result
with initial guess a0 = 0.5, and shows that even when f is known, reconstruction
of a is problematic without additional information.

Figure 7 shows the capabilities of the method to recover f when a is known.
Since the problem is linear in f the reconstruction time is significantly shorter
than that of the unknown a counterpart. The second column was computed
with initial guess of f0 = 0 and the third column f0 = 1 . As expected for this
linear problem, the method converges to the correct f regardless of the initial
guess. The oscillatory artifacts could be reduced by regularisation.

Previously we have mentioned that our method relies heavily on the use of
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Figure 7: Here the top row gives f and the bottom the actual a. The first
column is the actual f and the other two are results produced using different
initial guesses and using the a below.
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parallel computing. This gives a possible extension which could be made to the
project in the form of running this method on a GPU. We believe that this could
provide the speedup necessary to make three dimensional reconstruction com-
putationally feasible. The main reason why this method benefits from multiple
cores is the fact that we deal with very large sparse matrices. For the examples
shown the matrices are in the order of 40000-by-40000, and each row has circa
300 nonzero entries. Each row corresponds to one beam and can be computed
independently to the rest of the matrix. It is not necessary that this be done
serially, and so can benefit from parallelisation.

5 Conclusion

In summary we have reviewed previous work on the the problem of radiation
tomography, and in particular inversion of the Attenuated Radon Transform
(AtRT). We produced a method based on discretising the AtRT in order to try
to solve the inverse problem for both the attenuation and source density simul-
taneously by applying gradient descent to an appropriate objective functional.
Several examples are included to investigate the feasibility of the recovery of
both a and f . These examples also demonstrate some of the behaviour charac-
terised in previous works in this area, such as nonuniquess with radial pairs of
(a, f) and cross-talk effects. Our numerical results confirm the basic conclusion
of the previous findings, which is that in general more information is needed for
accurate recovery of both a and f simultaneously, although there are certain
cases where simultaneous recovery is possible.

We hope to extend the work by incorporating the constraint that the atten-
uation can only take on certain distinct values which may provide the additional
information needed for good recovery. Note that in the examples from section
4 which exhibit cross-talk issues, the error is generally smoothly varying. If
the attenuation was restricted to be piecewise continuous this could eliminate
the cross talk. Also, several of the reconstructions show oscillatory artifacts
which can be handled using standard Tychonoff regularisation. We would like
to incorporate these techniques.

Finally, as discussed at the end of section 4, we would like to implement the
method on a GPU in order to make three dimensional reconstruction computa-
tionally feasible.
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A Calculation of sinhc′

In the calculation of da we used a Taylor series of sinhc′ in order to remove the
need to divide by the attenuation in any given pixel. Here is the justification.
The Taylor series for cosh and sinh are given by

∞∑
n=0

x2n

(2n)!
= cosh(x),

∞∑
n=0

x2n+1

(2n+ 1)!
= sinh(x).

Now we have that
d

dz

sinh(z)

z
=

cosh(z)

z
− sinh(z)

z2

Replacing cosh and sinh with their respective Taylor series gives

d

dz

sinh(z)

z
=

1

z

(
1 +

z2

2
+
z4

24
+

z6

720
+ ...

)
− 1

z2

(
z +

z3

6
+

z5

120
+

z7

5040
+ ...

)
Now the 1

z terms cancel when these two are combined and we get

d

dz

sinh(z)

z
=

(
z

3
+
z3

30
+

z5

840
+ ...

)
Replacing z with

IT (j)aP (j)

2 and picking the first two terms in the above series
yields the results that we used in Section 3 (equation (14)). We consider the
fifth order term to be negligible if |z| < 1. Considering that IT (j) ≥ dx = 0.01
we assert that the higher terms can be ignored if

aP (j) <
2

IT (j)
≤ 200.
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